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Why do LLMs hallucinate? MOTIVATION

• Hallucination: generating plausible but false
statements with confidence.

• Random facts: no inferable structure; they can be
memorized, never derived.

Gavel case citations
Newspaper paper titles & authors
BIRTHDAY-CAKE biographical details

When is Jingwei Li’s birthday?

March 14, 1996.

Confident, specific, and wrong.
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Prior theory for why hallucination occurs MOTIVATION

Unseen facts

• Random facts cannot be inferred: answering unseen facts requires guessing.
• This explains errors outside training data, and motivates abstention on unseen facts.

Kalai & Vempala 2024; Kalai et al. 2025 ”Why Language Models Hallucinate”

Lossy compression of knowledge

• When factual information exceeds model capacity, lossy compression can cause errors even on seen
facts.

• Mostly high-level and vague arguments suggesting that “there must be some error”.

Pan et al. 2025; Shi et al. 2025; Mohsin et al. 2025
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Open questions in the lossy compression view MOTIVATION

1. How much memory is needed to distinguish facts from non-facts?

Why can’t a large model just memorize all finitely many facts perfectly?

How much error will occur when there is not enough memory?

2. Why confident falsehoods?

When memory is limited, why confidently accept false claims, rather than forgetting facts or
lowering confidence uniformly?

Simple setting: a finite set 𝐾 of facts randomly selected from universe 𝑈, all available during
training. Every claim outside 𝐾 counts as a non-fact (closed world).
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Talk overview ROADMAP

Model

Facts as approximate membership

Explain: the memory–error frontier

Log loss

Confident falsehoods

Binary decisions

Filter space bounds

Implications

Learning, memorization, and external lookup
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Memorizing facts: a data structure perspective
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An analogy: approximate membership filters FROM FACTS TO FILTERS

A Bloom-type filter approximately stores a set 𝐾 ⊆ 𝑈 in a compact way.

bit array

key 1 key 2

query a non-key all bits lit⇒ YES
(false positive)

Bloom filter [Bloom 1970]

Insert: hash each key to several
bits and set them to 1.

Query: return YES if all its hashed
bits are 1.

• Keys always return YES: no false negatives.
• Non-keys may return YES: saves space by allowing some false positive rate 𝜀.

Space lower bound: log2(1/𝜀) bits per key. [Carter et al. 1978]
This is tight. [Dietzfelbinger & Pagh 2008; Porat 2009]
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From binary answers to probability estimates FROM FACTS TO FILTERS

A Bloom filter
“Is this item in the set?”
A binary verdict: YES or NO.

An LLM in a YES/NO task
“Is this claim true?”
Model might assign some 70% or 99% probability.

We use a common “confidence level” 𝑥̂ ∈ [0, 1] to capture both.

We want the model to be an accurate probabilistic model of the world.

Hence we care about the log-likelihood of the observed factuality under each query’s
probability 𝑥̂.
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LLM on random facts ≈ filter? FROM FACTS TO FILTERS

Filter
Keys 𝐾

in universe 𝑈
Bit vector

𝑊
Decision
𝑥̂ ∈ {0, 1}

Build(𝐾) Lookup(𝑖)

LLM
Facts 𝐾

among claims 𝑈
Parameters

𝑊
Probability
𝑥̂ ∈ [0, 1]

Training Inference(𝑖)

Initialize 𝑊 with keys 𝐾, then use 𝑊 to answer membership queries.

Tester
Keys 𝐾

in universe 𝑈
Memory state

𝑊
Score

𝑥̂ ∈ [0, 1]
Init(𝐾) Query(𝑖, 𝑊)
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From individual scores to two distributions FROM FACTS TO FILTERS

Each query produces a distribution over 𝑥̂. Group scores by whether the queried element is in 𝐾.

𝜇𝐾: keys. Scores on a random key in 𝐾.

𝜇𝑁: non-keys. Scores on a random non-key in 𝑈 \ 𝐾.

The two distributions induce two average losses on keys/non-keys:
𝔼𝜇𝐾[ℓ𝐾(𝑥̂)] ≤ 𝜀𝐾, 𝔼𝜇𝑁[ℓ𝑁(𝑥̂)] ≤ 𝜀𝑁.

Log loss
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The information required per key FROM FACTS TO FILTERS

Main question

How much information per key, 𝐼(𝑊; 𝐾)/|𝐾|, must 𝑊 retain to meet both error budgets
𝜀𝐾 and 𝜀𝑁?
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Memory and hallucination
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KL divergence MEMORY AND HALLUCINATION

KL(𝑃 ‖𝑄) = ∑
𝑥
𝑃(𝑥) log2

𝑃(𝑥)
𝑄(𝑥)

.

KL(𝑃 ‖𝑄) roughly measures how unlikely it is for samples drawn from 𝑄
to have empirical distribution 𝑃.

𝑃: observed 𝑄: source

𝑄 is a point mass
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KL(𝑃‖𝑄) = ∞: 𝑄 never produces 𝑏.

𝑃 is a point mass
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KL(𝑃‖𝑄) = 1 bit: all draws can land on 𝑎.
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Main result: the memory–error frontier MEMORY AND HALLUCINATION

Tester
Keys 𝐾

in universe 𝑈
Memory state

𝑊
Score

𝑥̂ ∈ [0, 1]
Init(𝐾) Query(𝑖, 𝑊)

Memory per key = 𝐼(𝐾;𝑊)/|𝐾|.

Theorem 3.1 (informal)
In the sparse limit |𝑈| ≫ |𝐾|, for two fixed loss functions and loss budgets:

Minimum necessary memory per key = min
𝜇𝐾, 𝜇𝑁

KL (𝜇𝐾 ‖𝜇𝑁) bits.

Minimized over distributions meeting both loss budgets. Moreover, optimal tester family’s
output converges to 𝜇𝐾, 𝜇𝑁 if the latter are unique minimizers.

Why this direction of KL?
A random query is almost surely a non-key. Its score law 𝜇𝑁 is the
background; information about 𝐾 lets keys have a different law 𝜇𝐾.
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The hallucination channel MEMORY AND HALLUCINATION

For specific choice of loss functions, we can solve for optimal 𝜇𝐾 and 𝜇𝑁.

The most memory-efficient pattern under log loss
Under the optimal distribution for log-loss, all keys and some non-keys receive the same
score.

𝑥̂
0 1𝑥∗

1 − 𝑞∗

𝑞∗

1

𝜇∗𝐾: keys

𝜇∗𝑁: non-keys

𝑥∗: the shared score.

𝑞∗: the fraction of non-keys sharing it.

Confident errors can be part of optimal compression, not just failed training.
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The predicted distribution in two experiments MEMORY AND HALLUCINATION

Keys Non-keys Theoretical optimum

Transformer from scratch
15,145 random 15-letter strings;
two layers, 15,145 parameters.

A Rate-Distortion Theorem for Membership Testing
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Figure 1. Output distributions on facts vs. non-facts (y-axis is in log-scale) across different choice of λF for the model with 15145
parameters (1 per fact). The blue stems indicate the predicted memory-optimal atoms for non-facts under the same empirical loss values.

We train with a weighted binary cross-entropy loss

L =
λF

λF + 1
E

i∼Unif(K)
[− ln x̂(i)]

+
1

λF + 1
E

i∼Unif(U\K)
[− ln(1− x̂(i))].

This loss induces the average log-losses (εK , εN ) on facts
and non-facts, consistent with the notation in Section 4.1.
Further details of model and training, as well as extra fig-
ures can be found in Appendix E. We also stress-test the
sparse-regime assumption by varying the key-to-universe
ratio p; the same qualitative picture persists, as detailed in
Section E.2.

Validation of the hallucination channel. Figure 1 plots the
empirical distributions of x̂(i) on facts and non-facts under
different λF for the model with 15145 parameters. Across
all settings, the non-fact distribution is not only concentrated
near 0; instead, it exhibits a visible high-confidence tail
overlapping the fact mass, which is especially clear when
the fact mass is concentrated. This qualitatively matches
the hallucination channel predicted by Theorem 4.1: a non-
negligible portion of non-facts must be mapped into the
same high-confidence region as facts. Interestingly, a small
λF pushes both fact and non-fact distributions to spread out.
We attribute this to the expressivity of the model architecture
and properties of the sigmoid function.

Quantitative match to the predicted atoms. Beyond the
qualitative overlap, the empirical modes in Figure 1 are
comparable to the atoms (x⋆, q⋆) implied by the theoretical
optimizer when we plug in the observed losses (εK , εN ).
We further compute the KL divergence between the binned

empirical distributions and find that the (discretized) learned
distributions (with 50 bins) incur only an ≈ 12% overhead
in KL divergence, relative to the information-theoretic lower
bound for the given error rates (εK , εN ) (Figure 2b). We
also note that our estimation of effective memory is close to
2 bits per parameter, consistent with the findings in Allen-
Zhu & Li (2025) when memorizing random data.

Effect of reweighting facts vs. non-facts. Increasing λF

pushes the optimizer to reduce εK (higher recall). Conse-
quently, the model sharpens a high-confidence region for
facts, and inevitably drags a larger fraction of non-facts
into the same region, causing a sharp rise in hallucination.
Figure 2a reports εK , εN , and the corresponding per-key
memory lower bound across the weight sweep. The heatmap
shows a clear diminishing return: past a point, further im-
proving εK requires sacrificing εN disproportionately, while
the implied information requirement per key decreases—
aggressive “always-recall” pressure moves the system into
an especially hallucination-prone position. This suggests
that it is advisable to emphasize rejecting non-facts during
training – the theoretical hallucination probability in Theo-
rem 4.1 is only a function of effective memory budget, but
the budget itself depends on the training process.

4.3.2. LORA FINE-TUNING OF A PRETRAINED LLM

We LoRA fine-tune (Hu et al., 2022) Qwen3.5-2B (Team,
2026) on |K| = 10000 facts from two contrasting domains:
structure-free 13-digit decimal IDs (|U| = 1013) and real-
world ISBN-13 strings reservoir-sampled from the Open
Library editions dump. ISBN non-facts are constructed
to match real publisher-prefix statistics while remaining
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LoRA fine-tuning
10,000 ISBNs;

Qwen3.5-2B, LoRA rank 2.

A Rate-Distortion Theorem for Membership Testing
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(a) Synthetic dataset fine-tuning with LoRA Rank 4.
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(b) ISBN dataset fine-tuning with LoRA Rank 4.
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(c) ISBN dataset fine-tuning with LoRA Rank 2.

Figure 6. Representative output distributions on facts vs. non-facts across λF ∈ {1, 4} for the three LoRA fine-tuning configurations.

38
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Confidence score 𝑥̂ ∈ [0, 1]

Keys (green) and non-keys (orange) overlap at high scores.
Blue stems mark the theoretical optimum at the observed losses.
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Empirical KL vs. theoretical minimum MEMORY AND HALLUCINATION

Transformer from scratch

A Rate-Distortion Theorem for Membership Testing
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Figure 2. Effect of different weight λF on fact. Each color repre-
sents a different model size. The amount of information per key
decreases with λF for each model size.

disjoint from K (full setup in Section E.1). We sweep
λF ∈ {0.5, 1, 2, 4} across three configurations—Synthetic
at LoRA rank 4, ISBN at rank 4, and ISBN at rank 2—
yielding twelve runs.

Frontier persists with pretraining prior. Figure 3 reports
the empirical KL for the twelve runs and shows that they
cluster along a single line of slope ≈ 1.18, attaining KL
within 14–22% of the lower bound implied by Theorem 4.1
at their observed (εK , εN ). Notably, the prior-bearing ISBN
runs and the prior-free Synthetic-ID runs land on the same
overhead band. The main visible effect of pretraining is
instead optimization: compared with training from scratch,
the fine-tuned model starts much closer to a useful solu-
tion and enters the stable-loss regime much faster, but this
speedup does not measurably shift the final rate–distortion
frontier. This is consistent with Theorem 3.1: the memory
cost is governed by the information content of K relative
to U , not by surface regularities a pretrained model already
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Figure 3. Empirical KL divergence vs. information-theoretic
minimum bits per key for twelve LoRA fine-tuning runs of
Qwen3.5-2B (Synthetic-IDs at rank 4; ISBN at ranks 4 and 2;
λF ∈ {0.5, 1, 2, 4}). The runs cluster along the dotted reference
line y = 1.18x, indicating an average ≈ 18% overhead relative
to the lower bound from Theorem 4.1. Representative confidence
distributions and training dynamics appear in Section E.1.

encodes.

Effective memory is much smaller than trainable param-
eter count. In absolute terms, the empirical KL stored per
trainable LoRA parameter is ≈ 0.17 bits/param at rank 4
and ≈ 0.27 bits/param at rank 2. Both are an order of magni-
tude below the ≈ 2 bits/param attained by our from-scratch
models (Allen-Zhu & Li, 2025). This is unsurprising—
LoRA can only express a low-rank update on top of frozen
base weights, so it mostly makes local adjustments around
the pretrained predictor rather than globally reshaping the
model to fit a new random fact table—but it is a direct em-
pirical illustration of the distinction made in Section A: the
memory lower bound in Theorem 3.1 is the information
capacity the model actually allocates to K, not its nominal
trainable parameter count. Full setup details and representa-
tive diagnostics appear in Section E.1.
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models (Allen-Zhu & Li, 2025). This is unsurprising—
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base weights, so it mostly makes local adjustments around
the pretrained predictor rather than globally reshaping the
model to fit a new random fact table—but it is a direct em-
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memory lower bound in Theorem 3.1 is the information
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Keys: 10,000 random IDs or ISBNs.
*Empirical KL is computed from binned scores, not a direct measurement of 𝐼(𝐾;𝑊).
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Binary decisions and filters
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Binary decisions are two-sided filters BINARY DECISIONS AND FILTERS

Consider a filter allowing both false negatives and false positives.

FNR: the fraction of keys rejected. FPR: the fraction of non-keys accepted.

Theorem 4.3: the sparse-limit frontier
For FNR and FPR with FNR + FPR < 1:

Minimum necessary memory per key = KL (Bern(1 − FNR) ‖ Bern(FPR)) bits.

• Taking FNR = 0, we recover the one-sided bound log2(1/FPR) bits per key. [Carter et al. 1978]
• This closes the gap in prior two-sided space bounds. [Pagh & Rodler 2001]

• We give a hash-based construction that attains the bound up to 𝑜(1) bits per key.
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Zero false positives require growing bits per key BINARY DECISIONS AND FILTERS

Consider KL (Bern(1 − FNR) ‖ Bern(FPR)) when fixing one error and driving the other to
zero.

FNR→ 0: fixed FPR = 0.1
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• FNR = 0 is possible. Classical one-sided filter.
• FPR = 0 requires unbounded bits per key. No equally compact “reverse Bloom filter.”
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What the filter bound indicates BINARY DECISIONS AND FILTERS

In the sparse limit, vanishing FPR requires unbounded bits per key at nonzero recall.
False-positives only

𝐾FP

Accept a superset of the keys.

False-negatives only

𝐾FN

Accept only a subset of the keys.

*This also applies to LLM-induced binary decisions on random facts.
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Role of memorization in learning; implications.
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What memory is available for random facts? TAKEAWAYS ⋅ APPENDIX A.1

• Our bound is on 𝐼(𝐾;𝑊), information about facts 𝐾 that is retained in model weights 𝑊.
• This “memory size” is NOT the raw parameter count.

World state
Structure Θ, facts 𝐾

Training data
𝑍

Learned weights
𝑊

We identify two reasons why 𝐼(𝑊; 𝐾) is much smaller than the actual memory capacity of
the language models.

Training does not retain everything
Regularization and compression can
limit how much of 𝑍 reaches 𝑊.

Facts share the budget with structure
Syntax, rules and other structure are
also stored in 𝑊.
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Regularization can limit factual memorization TAKEAWAYS ⋅ APPENDIX A.2

World state
Structure Θ, facts 𝐾

Training data
𝑍

Learned weights
𝑊

Data processing inequality: 𝐼(𝑊; 𝐾) ≤ 𝐼(𝑊; 𝐾, Θ) ≤ 𝐼(𝑊; 𝑍).

Use “training set memorization” 𝐼(𝑊; 𝑍)
to upper bound the generalization gap

MDL principle PAC-Bayes Information bounds

Rissanen 1978; McAllester 1999; Catoni 2007; Xu & Raginsky 2017

• Weight decay / dropout / early stopping can reduce information retained from the training data.
• This bounds the generalization gap through multiple theories.

The same pressure discards both noise in data and useful long-tail facts. Dziugaite & Roy

2017; Lotfi et al. 2024; Feldman 2020.
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Structure and random facts share an information budget TAKEAWAYS ⋅ APPENDIX A.3

World state
Structure Θ, facts 𝐾

Training data
𝑍

Learned weights
𝑊

Assume 𝐾 is independent of Θ: random facts cannot be derived from the structure.

Structure Θ
Syntax, logical rules, recurring regularities.

Random facts 𝐾
Arbitrary details that must be memorized.

Budget splitting

𝐼(𝐾;𝑊)⏟
random facts

≤ 𝐼(Θ, 𝐾;𝑊)⏟
total information

− 𝐼(Θ;𝑊)⏟
structure

.

At a fixed total capacity, storing more structure leaves less room for random facts.

Consistent with observed learning dynamics. [Pan et al. 2025; Gong et al. 2025; Arpit et al. 2017]
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External lookup to the rescue TAKEAWAYS ⋅ EXTERNAL INFORMATION

Query +
weights 𝑊 Answer

External
lookup

Evidence

• RAG: retrieve relevant documents.

• Agent lookup: search the web,
query databases, or call APIs.

Look up the fact instead of relying on the weights alone.
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Takeaways TAKEAWAYS ⋅ SUMMARY

1. Random-fact memory admits a membership-testing model.
2. A minimum KL divergence gives the optimal asymptotic information cost.
3. The optimal log-loss channel assigns some non-keys the same score as keys.
4. LLM-based factual judgement cannot beat the filter bound – false positives are much
harder to eliminate than false negatives.

5. Memory budget for random facts is smaller than one would think.
6. Larger model / specialized training to increase this memory; or use external memory
to avoid this bottleneck entirely!
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Thank you!
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